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Abstract 

The Log icon Projection Network is a feed forward neural network which provides an initial solution to a discrimination 
problem by separating data classes with both closed and open decision boundaries. A modified gradient descent refines 
that solution. This paper compares that network's performance to those of the Mahalanobis distance metric, standard 
Back-Propagation and Moody-Darken Radial Basis Function networks, in the context of Automatic Speaker 
Identification. Training is always accomplished on text-independent, noise free, parametrised speech which is distinct 
from the test data. Classification of parametrised noise free speech is first conducted. In terms of mean percentage of 
correctly identified speech vectors, the Logicon outperformed the other classifiers, by a slim margin (- 2 per cent). 
However, it was found to be 5 to 11 per cent less prone to poor classifications. Classification of parametrised noisy 
speech followed. While the Logicon's edge, in terms of mean percentage of correct classifications, disappeared between 
15 and 10 dB, it remained the more robust system against poor classifications. The network's flexible boundary 
geometries appear particularly well suited to the loosely multi modal Gaussian distribution of the parametric speech 
signal. The Logicon trained in excess of one order of magnitude faster than the back-propagation network while 
classifying with the same speed. 

Keywords: Automatic Speaker Identification, Logicon Projection Network, Moody-Darken Radial Basis 
Function, Mahalanobis distance metric. 

1 Introduction 

Automatic Speaker Identification (ASI) is concerned with 
identifying one or several speakers from amongst a 
population of speakers with known vocal characteristics. 
This is a closed set problem in the sense that the 
speaker(s) to be identified need(s) to belong to the 
population. ASI is a three step process consisting of 

- acoustic feature extraction, 
- pattern matching and 
- adjudication. 

In the feature extraction step, a parametrisation technique 
is used to produce vectors of acoustic features from the 
speech signal. A single classifier or a system of classifiers 
is used for pattern matching. Adjudication is aimed at 
finding the correct speaker from amongst the population. 
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In this paper, the pattern matching step is implemented 
with a text-independent, multiple classifier, system. This 
work focuses on the relative performance of 4 classifiers 
used in this role. The first three are well established in 
ASI and include the Mahanalobis Distance Metric 
(MDM)[lO] (a statistical method), the standard 
Multilayer Perceptron (MLP) [13] and the Moody-Darken 
Radial Basis Function (Neural) Network (MD-RBFN) [5]. 
The fourth classifier is the Logicon Projection (Neural) 
Network1 (LPN) recently introduced to ASI [2]. Pattern 
matching is accomplished, firstly, under laboratory 
conditions and, secondly, in the presence of additive 
white noise at various signal to noise ratios (SNRs). 

I LPN is a product of LOGICON RDA, Los Angeles, California 
90009 
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2 Methodology 

2.1 Data 

Two databases were used in this study. The first 
(Database A) contained noise free, text-independent, 
speech from 20 males with English speaking 
backgrounds. The speech was digitised at 10 kHZ (twelve 
bits). It consisted of 50 second segments with silent parts 
removed. The segments were further divided into 1.2 
second frames. These were high-frequency pre-
emphasised with transfer function 1-0.98z-l and a non 
overlapping 256 point Hamming Window applied to the 
result. The acoustic parameters chosen for this study were 
reflection coefficients which are commonly used for 
modelling the vocal tract [4]. Two hundred vectors, 
consisting of 15 normalised acoustic parameters, were 
produced. Finally and for each speaker, two distinct and 
equal size vector sets were made, corresponding to 
distinct training and testing files . 

The second database (Database B) contained text-
independent speech from 13 males, also with English 
speaking backgrounds. For 3 speakers (out of the 13), the 
first half of the speech signal was contaminated with 
progressively more additive white noise. (The noise was 
computer generated with a pseudo-random number 
generator and added to the speech). For each of those 3 
speakers, 6 test files containing 100, 15 dimensional 
vectors of normalised parameters were produced. SNRs, 
for the test files, were, respectively, infinity (ideally), 20, 
15, 10, 5 and 0. The second half of the speech signal for 
the 3 speakers as well as speech from the remaining 10 
males were used to manufacture 13 sets of 100, noise free, 
15 dimensional vectors. These vectors were put aside for 
training. Hence, training and test data were again 
distinct. 

2.2 Statistical distance classifier 

A MDM is invariant with respect to arbitrary linear 
transformations [1]. Therefore should several parameters 
sets be related by linear transformations, only one such 
set need be tested. Let xij be the ith vector of speech 
parameters for Speaker J. Let Ref. be a reference vector 
for that speaker obtained by takin1 the mean of the x--s 

b . "Le b IJ over su scnpt 1. t Z e a test vector to be identified. Z is 
compared with Re~ by computing the following metric 

G(Z) = [(Z- Ref-)TC--l(z- Ref.)]lf2 
J J J (1) 

where (Z - Re9T is the transpose of (Z - Ref.) and C- a 
• • J J 

covanance matriX computed from the reference vectors 
and given by 
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(2) 

for Nj training vectors with Z-(n) components belonging 
to class J. Through this matrii, the MDM makes use of 
individual features extracted from the reference vectors. 
One Ref and C must be computed for each speaker class 
represented in the data. 

2.3 The Back-propagation algorithm 

This algorithm leads to networks which can learn 
mappings of any complexity [18]. This property is 
paramount when patterns to be separated are derived from 
a complex non stationary signal such as speech. Ideally, 
training is terminated when the mean squared error 
between actual and desired network output falls below a 
pre-determined threshold. The MLP is based solely on 
that algorithm. Although the MLP is a powerful 
classifier, its application to practical problems is sub-
optimum. Learning is slow (or may never stabilise) 
because of an error function with local minima [8]. The 
minima correspond to hyperplanes being successively 
brought into the solution [16]. Hyperplanes are inefficient 
decision boundaries when data clusters. Test data that fall 
outside of training clusters are not always associated with 
the closest clusters (extrapolation errors). This is due to 
rough decision surfaces formed by the intersection of 
hyperplanes. Figure 1 (a) illustrates a MLP's boundaries 
around a class of data in 2 dimensions (shaded regions 
belong to a same class). 

(a) 

(b) 

(c) 0 
Figure 1: Decision boundaries separating one class 

(shaded) from another (non shaded)- a) MLP, b) MD-
RBFN (4 centroids shown), c) LPN. 
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The MLP configuration selected for this study consisted 
of 15 inputs, a single hidden layer with 20 processing 
elements and two outputs. Although a single output is 
sufficient to deliver a binary decision, two outputs yield 
good results for speaker discrimination [14, 3]. 

2.4 The Moody Darken Radial Basis 
Function model 

RBFNs are two layer architectures. The first layer maps 
an N dimensional input vector to a number of centroids. 
The second layer maps the centroids' activations to 
network outputs. The first (not weighted} mapping uses a 
K-means clustering algorithm to establish centroids. The 
centroids' receptive widths are determined through a P 
nearest neighbour algorithm, delineating regions in 
which training data has clustered. Figure 1 (b) illustrates 
a cluster including 4 centroids. A MD-RBFs activation 
function, for processing element i, is given by 

N 

Ii = _L<Xi-Yij)2 
j=l . 

where N is training vector dimension, 
Yr are cluster centroids and 
~ is input to processing element i. 

(3) 

Ideally, the sum of squares between an ~and its nearest 
Yij is minimum. A MD-RBF transfer function, for hidden 
layer processing elements, has a Gaussian shape given by 

T = (4) 

where rf is a receptive field from a centroid. The hidden 
layer's function is analogous to modelling a multi modal 
Gaussian mixture of the training data probability density 
function [5]. Such mixtures are renowned for their 
accurate estimates of arbitrary underlying densities [12]. 
They are appropriate for dealing with parametric 
representations of the speech signal whose distribution 
can be described as loosely multi modal Gaussian [11]. 
The second mapping is weighted and is a least squares 
regression algorithm. Because the two mappings are 
decoupled, training an RBFN is faster than an MLP by at 
least one order of magnitude. However, the latter's 
classification time is shorter [7]. The MD-RBFN's 
configuration was that of the preceding MLP except for a 
45 processing element hidden layer. 

2.5 The Logicon Projection Network 
model [16] 

This model projects the input vector of a standard feed 
forward neural network onto a hypersphere in one higher 
dimension before implementing a modified back-
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propagation algorithm. The projection creates open 
(hyperplanes) and closed boundaries (hyperspheres and 
hyperellipses) in the higher dimensional space. This 
versatility allows for efficient fitting of training data 
regions with a minimum number of boundaries. See 
Figure 1 (c). Open boundaries can be converted to closed 
ones and conversely, during training. Furthermore, both 
open and closed boundaries may coexist within a solution. 
NeuralWare, Inc. [19] demonstrate this, in the 2 
dimensional case, in Figure 2. 

Figure 2: Projection transformation and formation of 
boundary surfaces (NeuralWare Inc, 1993 [19] ). 

In Figure 2, x is an input vector to the 2 dimensional 
problem space. Let 

x'=R 

where x' is the projection of x onto the 3 dimensional 
surface which is the outer sphere, 

(5) 

R0 is the radius of the inner sphere onto which the 
original input vectors are projected and 
R is the radius of the outer sphere. 

Note that 

lx'l =R. (6) 
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Let w be the weight vector which connects x to a 
processing element in the hidden layer. It is also 3 
dimensional since it lies on the outer sphere and 

lwl = R. (7) 

Inputs to a hidden layer processing element are given by 

(8) 

where b is the threshold for that processing element. The 
geometry of the second projection, from the outer sphere 
back onto the original 2 dimensional decision surface, is 
governed by the value of b. For instance, should b be 
equal to 0, then w and x' are perpendicular to each other. 
The projected surface is a great circle of radius R on the 
outer sphere and its projection back onto the original 2 
dimensional input surface is a hyperplane. (See Open 
Boundary shown in 2.) If lb/R21 is less than 1, the 
projected surface is a sphere, of radius less than R, on the 
outer sphere. Projecting back onto the input space yields 
an ellipse. (See Closed Boundary in Figure 2.). In 
addition, LPN offers short training times. Convergence is 
at least one order of magnitude faster than for the MLP. 
LPN utilises a modified back-propagation algorithm since 
weight vectors are constrained to a hypersphere. The 
algorithm moves the weights towards maximum error 
decrease, tangent to the hypersphere's surface. Weight 
increments are given by 

incr(w)= ; X (; X a X grad(Err)) (9) 

where Err is the mean squared difference between 
network outputs and desired outputs, 
grad(Err) is the gradient with respect to w and 
a is gain term. 

The LPN's configuration was the same as those of the 
previously described ANNs except that its hidden layer 
consisted of 45 processing elements. 

2.6 The classifier system 

The classifier system adopted for this study is that 
proposed by Rudasi and Zahorian [13]. For anN speaker 
population, the system makes use of N*(N-1)/2 small 
binary classifiers. For each speaker, N-1 classifiers are 
trained to discriminate between that speaker and one of 
the remaining N-1 present in the population. Therefore, 
each classifier is independent of the others as well as of 
the training data of the non-relevant speakers. As opposed 
to ASI models with information relating to a single 
speaker at a time, the system proposed here also contains 
information about differences between pairs of speakers. 
This is important since a network trained with multiple 
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speakers ignores the irrelevant parts of the feature space 
characterised by inter-speaker overlap [9]. 
In the present model, text-independent testing, for a given 
identity, involves providing the same input to the N-1 
classifiers. Each classifier is trained with the 
parametrised speech from that identity and one of the N-1 
remaining speakers. A mean percentage of classifications, 
favouring the identity, is computed over the N-1 
classifiers. The worst individual result, over the set of N-1 
classifications, is also retained. Both criteria are used to 
assess the likelihood of correct identification. Testing is 
repeated for all speakers present in the population and the 
most likely speaker retained. A binary classifier approach, 
as opposed to a single classifier for all speakers, leads to a 
smaller memory requirement [7] and more accurate 
results [13]. 
In this study, the classifier system incorporated only a 
single type of classifier (MDM or one of the three ANNs) 
per experiment. Four experiments were conducted under 
laboratory conditions and another four under noisy 
conditions (two experiments per classifier). 

3 Results and discussion 

3.1 Speaker identification under 
laboratory conditions (Database A} 

For each classifier studied, 380 individual tests were 
accomplished (20 speakers by 19 classifications). For 
each classifier, a mean percentage of correct 
classifications, as well as the mean worst individual 
classification, was computed over those tests. Results are 
shown in Tablel. 

Classifier type Mean Mean worst 
used in ASI percentage of individual 

system correct classification 
classifications (%) 

MDM 95.1 78.8 
MLP 95.4 81.2 

MD-RBFN 95 85.1 
LPN 97.2 90.5 

Table 1: Individual classifier performance using a binary 
system for ASI 

Because the MDM method is statistical, no set of system 
parameters need be tailored to a given discrimination 
problem. This translates into ease of use and facilitates 
hardware implementation. A second important issue is 
that of intra speaker variability. An efficient distance 
metric should weight the different dimensions of intra 
speaker variability. It has been demonstrated that the 
MDM does this [1]. However, this property is not 
sufficient to guarantee optimum discrimination 
performance. An ability to learn enough idiosyncratic 
information about the training data (but not too much) is 



a must in optimally learning intra speaker variability as 
well as inter speaker variability. In that respect, statistical 
distance metrics lack the flexibility provided by 
connectionist approaches. 

Given the MLP, pilot training and testing sessions were 
conducted before ASI was attempted. This was an 
empirical approach aimed at improving training quality. 
It was necessary since the gradient error surface was often 
pitted with minima whose locations varied from one set of 
training data to the next. Small learning rates (0.1) and 
adjustment of the momentum term (0.7 -0.9) could not 
eliminate the minima. The severity of this phenomenon 
varied significantly from set to set. Consequently, training 
could not be effectively terminated after a pre-set number 
of iterations or when the system error fell below a pre-set 
threshold, both constant across all classifications. 
(Indeed, testing indicated that this traditional approach 
yield solutions up to 13 percentages points below those 
obtained with the empirical approach.) Furthermore, 
terminating training at a local minimum is unreliable 
since this can lead to a high error at the network outputs 
[6]. Once the length of a particular training session was 
decided upon, based on a pilot session, a second training 
session was undertaken followed by a testing session for 
each of both speakers present in the training data. Hence 
optimal use of the MLP required building up experience 
specific to the data used in the problem. 

In contrast to the above, The MD-RBFN's training could 
be effectively terminated once its system error fell below a 
threshold universal across all clas.sifications. Hence, pilot 
training and testing sessions were not necessary. Table 1's 
third column may be interpreted as an index of classifier 
reliability. The column reveals that this ANN was also 
less likely to discriminate poorly as compared to both the 
MDM and MLP. These observations point to the present 
classifier being more reliable than the previous. This is 
important since ASI may not be possible should too many 
binary classifications prove inconclusive. This reliability 
stems from MD-RBFs analogy with multi modal 
Gaussian mixtures which have been reported as providing 
consistently good speaker discrimination accuracy [12]. 
However, a few individual tests undertaken with the MD-
RBFN still fell below 70 % correct classifications. An 
explanation may be found in the K-means algorithm 
typically allocating more centroids to one of the speakers 
present in a training set than to the other, biasing 
discrimination in favour of the former [7]. 

The LPN outperformed all other classifiers in terms of 
discrimination ability. The LPN and MD-RBFN's mean 
training times were comparable (10 and 8 s respectively, 
on a SP ARCstation 10). The LPN's closed decision 
boundaries seemed efficient at delineating those parts of 
the parametrised speech which can be loosely modelled by 
Gaussian distributions. These boundaries account for the 
LPN's fast training since they provide a good initial 
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solution to a discrimination problem. The network's open 
decision boundaries are better suited to the arbitrarily 
distributed parts of the data. These boundaries minimise 
the output error through gradient descent [20] as is the 
case for the MLP. Finally, the LPN's fast classification 
time (comparable to that of a MLP), enhances its appeal 
for practical ASI implementation. A performance 
comparison of all classifiers discussed is given in Figures 
3 and 4. 

Figure 3: Mean percentage of classification errors, for 
each speaker and classifier type, over 19 classifications 
(LPN: 'o', MD-RBFN:'* ', MLP:'+', MDM: no symbol). 
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Figure 4: Worst classification percentage, for each 
speaker and classifier type, over 19 classifications (LPN: 

'o', MD-RBFN:'* ', MLP:'+', MDM: no symbol). 

3.2 Speaker identification under noisy 
conditions (Database B) 

That ASI is adversely affected by noise which increases 
intra-speaker variation is well documented [17]. A set of 
18 experiments were conducted for each classifier type. In 
each experiment, the classifier system consisted of 10 
binary classifiers. The classifiers were trained, with the 
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noise free parametrised speech from a speaker (constant 
across the 10 classifiers) as well as from one of ten other 
speakers (different for each classifier). The classifiers 
were tested with reflection coefficients extracted from the 
constant speaker's signal at the following SNRs: +e>q 20, 
15, 10, 5 and 0 dB. For each classifier type, the above 
experiment was repeated for 2 more constant speakers. 
Figure 5 illustrates mean correct classifications, over 10 
binary classifications, for each of 3 speakers, as a function 
of signal to noise ratio and classifier type. Corresponding 
mean worst classifications, over the 10 classifiers and 3 
speakers, as a function of signal to noise ratio and 
classifier type, are shown in Figure 6. 

~-------,-------.------~------~------. 

ssL-----~------~------~------~----~ 
+OO 20 15 10 05 00 

Signal to noise ratio (dB) 

Figure 5: Mean correct classification percentage over 10 
classifications for each of 3 speakers, as a function of 
SNR (LPN: 'o', MD-RBFN:'* ', MLP:'+', MDM: no 

symbol). 

00,------,-------.-------.------~------. 

45L-----~------~------~------~----~ 
+00 20 15 10 05 00 

Signal to noise ratio (dB) 

Figure 6: Mean worst classification percentage over 10 
classifications for each of 3 speakers, as a function of 
SNR (LPN: 'o', MD-RBFN:'*', MLP:'+', MDM: no 

symbol). 
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It is apparent, from the Figure 5, that all classifiers' mean 
performances degraded in a similar manner as SNR 
increased. However, the degradation incurred by the LPN 
was slightly more severe resulting in its performance 
being no better than those of the other classifiers between 
15 and 10 dB. (The fact that the LPN was again superior 
below 10 dB is not significant here because, in that SNR 
region, its performance is still too poor for ASI to be 
undertaken with an acceptable degree of confidence.) 
Figure 6 illustrates how the LPN's reliability, relative to 
the other classifiers, was eroded as SNR dropped to 10 
dB. Nevertheless, the LPN still remained the most 
reliable at all SNRs. 

In 6 percent of classifications (out of a total of 720 ), 
accuracy either remained the same or improved from one 
SNR to the following lower one. This occurred at all 
SNRs and could not be specifically associated with any of 
the classifier types. As SNR decreases the white noise 
destroys low energy voice segments as well as unvoiced 
information while a large part of the voiced information 
remains. Unlike voiced speech, unvoiced speech does not 
possess fundamental frequency [15] and therefore 
contributes little, if anything, to ASI. Low energy frames 
are poor indicators of speaker identity [13]. 

4 Conclusion 

This paper proposes a text-independent binary ASI 
system based on LPNs. This network was compared to 
the MDM, MLP and MD-RBFN, in the context of the 
ASI system. For all classifiers, criteria considered 
included 

a) ease of utilisation, 
b) mean percentages of correct classifications, 
c) worst percentage of correct classifications and 
d) training and classifying times. 

ASI experiments were first conducted under laboratory 
conditions using a 20 speaker database. 380 tests were 
conducted per classifier type. These confirmed that the 
LPN, together with the MD-RBFN and contrary to the 
MLP, may be used efficiently, without the need for pilot 
training sessions because they both provide an initial 
solution to ASI. The gradient descent refining this 
solution is more stable than that implemented by the MLP 
which does not provide such an initial solution. 
The LPN outperformed the other classifiers by a small 
margin ( between 1.8 and 2.1 per cent) according to 
criteria b) but by a significant margin (between 5.4 and 
11.7 per cent) according to criteria c) (reliability). The 
LPN's ability to incorporate hyperspheres, hyperellipses 
and hyperplanes into the ASI solution, though projection, 
seems slightly better suited to the classification of 
parametrised speech than the MD-RBFN's modelled 
Gaussian mixtures. 
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Another consequence of applying gradient descent to an 
initial ASI solution, rather than directly to the input, 
resulted in the LPN and MD-RBFN being much faster to 
train than the MLP but a little slower than the MDM. 
However,· the LPN shared the MLP's fast classification 
times. 

In a second series of experiments, the text-independent 
ASI system was again trained under laboratory 
conditions. However, the parametrised test speech, from 
3 speakers, was contaminated with additive white noise. 
The mean discrimination performance of all four 
classifiers dropped significantly with SNR. This was 
particularly true for the LPN whose performance did not 
exceed those of the other classifiers between 15 and 10 
dB. Nevertheless, The former remained the better 
performer according to c) independently of SNR. 
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